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Abstract

Over the past several decades, the U.S. payments system has seen a steady shift away from paper
payment instruments, such as cash and check, to digital instruments, such as debit and credit
card. This paper studies households’ choice of payment instrument in the short term, as well as
the determinants of the transition to digital instruments in the long term. Using a rich transaction-
level panel data of household purchases in a novel way, we estimate a multinomial logit discrete
choice model with household-quarter-choice fixed effects. We develop a new method based on the
Minorization-Maximization (MM) algorithm to address the prohibitive computational challenge of
estimating over one million fixed effects in a nonlinear model. Our results show that in the short
term the probability of households using card increases with transaction sizes, although the effect
is smaller than studies using less-rich data sets might conclude. Furthermore, our decomposition
of the almost 10 percentage points increase in card usage over the five-year period in our data finds
that only a third of it is due to the changes in household preferences.

1 Introduction

Over the past several decades, the U.S. payments system has seen a steady shift away from paper
payment instruments, such as cash and check, to digital instruments, such as debit and credit cards.
This is important because digital payments are typically regarded as superior in many dimensions:
they are faster and cheaper to process, easier for customers to keep track of, and less subject to
fraud. Despite this change, however, cash and check still play a larger role in the United States than
in many other countries. Anecdotal evidence of young people adopting digital payment while older
households persist with cash and check suggests that demographics and heterogeneity between
households could be key to explaining the lingering popularity of paper payment instruments.

This paper studies the determinants of payment choice in the short and long term. In the
short term, we focus on the transaction size as an important determinant. Transaction size has
been central to the discussion of payment choice, with households more likely to use noncash
payment instruments for larger transactions. Previous papers, such as Klee (2008) and Wang and

∗Researchers own analyses calculated (or derived) based in part on data from Nielsen Consumer LLC and
marketing databases provided through the NielsenIQ Datasets at the Kilts Center for Marketing Data Center at
The University of Chicago Booth School of Business. The conclusions drawn from the NielsenIQ data are those of
the researcher(s) and do not reflect the views of NielsenIQ. NielsenIQ is not responsible for, had no role in, and was
not involved in analyzing and preparing the results reported herein.
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Wolman (2016), have studied the effect of transaction size on payment choice by using scanner data
drawn from retailers. However, since these data sets did not allow the authors to track individuals
over time, the resulting estimates were not able to separate the within and between effects. In
particular, while previous literature has shown that consumers are more likely to pay with card
larger for larger transactions, it is also possible that households that use cards more often tend to
have higher transaction sizes on average. A central goal of this paper is to separate these effects.

We also study the drivers of the long-term changes in payment usage. In particular, increased
preference for card payments could be a key driver of the observed increase in card usage in the
United States. At the same time, it is important to disentangle changes in individual consumers’
preference for card payments from other factors could have contributed to the growing card use.
These alternative explanations include a shift in the composition of households towards those that
prefer cards, a growth in the number of transactions made by households that prefer cards, or
an overall growth in transaction sizes. For instance, if older households prefer cash and check
and also experience decreases in transactions, while younger households prefer card and experience
increases in transactions, we will observe an aggregate increase in card usage although no household
has experienced a change in preferences for card relative to cash and check. Our paper aims to
decompose the changes in preferences from other factors which contributed to the long-term shift
towards digital payment instruments.

Our analysis leverages consumer scanner data from Nielsen to obtain a novel transaction-level
data set on payment choice. Unique among data sources used in the payments literature, this
data set can track payment choices for specific consumers over time. The resulting panel data
structure allows us to use multidimensional fixed effects to disentangle the many factors which
impact payment choice, both in the short and the long terms. To our knowledge, no previous
academic work has used such data to study payment choice.

In order to fully capture the many factors driving payment choice, we estimate a multino-
mial discrete choice model with household-quarter-choice fixed effects. However, estimating such
a model using data with three payment choices, over 10,000 households, and 20 quarters of data,
which in the richest specification translates into more than 1 million fixed effects, creates a signif-
icant numerical challenge. Standard procedures for estimating multinomial logit models fail with
this many parameters. An important contribution of our paper is to introduce a new method to
address this numerical problem. We believe our solution is applicable in a wide variety of setting
where a researcher wishes to estimate fixed effects in a non-linear model.

In particular, we estimate our model using the Minorization-Maximization (MM) algorithm.
This algorithm, which can be seen as a generalization of the Expectation-Maximization (EM)
algorithm, has been developed in the statistics literature (Hunter and Lange, 2004; Lange, 2016).
However, to date, it has seen almost no applications in econometrics. We utilize the MM algorithm
to linearize the logit model so that we can apply linear techniques, such as demeaning, to the fixed
effects estimation. Sequential fixed effects estimation and minorization allow us to find numerically
identical estimates to maximum likelihood at a tiny fraction of the computational and memory
costs that estimating dummy variables using traditional methods would entail. Finally, because
we estimate many fixed effects in a panel setting, we face the incidental parameters problem. As in
several previous papers, we address the incidental parameters problem with ex-post bias reduction
via the jackknife following Dhaene and Jochmans (2015).

Looking at the short-term payment decision, our results show that transaction size is an im-
portant determinant of payment choice in the short term, which confirms an important finding
from previous literature. In particular, we find that going from the 1st quartile of the empirical
distribution of transaction size, $11.94, to the 3rd quartile, $57.06, leads to a 20.7 percentage point
increase of probability of using a card. Notably, we find that our model specification with a full
set of household-quarter-choice fixed effects results in a lower effect on average, 16.8 percentage
point. This finding suggests the impact of transaction size on payment choice is smaller than had
been estimated by papers not able to directly account for heterogeneity in unobserved household
payment preferences, although the difference is only moderate in magnitude. More importantly,
the models with household-specific fixed effects unveil a substantial heterogeneity in transaction
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size effect across households. In particular, there are households whose probability of using card
does not vary with transaction size at all or even slightly decreases with it. In particular, that
interquartile effect of transaction size for the most responsive household is 39.9 percentage point
higher than that of the least sensitive one. Such a divergence would have been suppressed in the
specification with choice fixed effects only.

We then turn to the long term, and in particular to the almost 10 percentage point increase
in card usage over the five-year period in our data. We use our model to decompose the factors
driving this change into (a) changes in household preferences, (b) changes in the number and value
of transactions, and (c) entry and exit of households from the sample. Our results show that only
about a third of the growth in popularity of card payments is due to changes in individual house-
holds’ preferences. This finding suggests that household preferences change relatively slowly, and
that public policy efforts to shift consumers to digital payments may take time to yield substantial
results.

Overall, our paper makes several contributions. We demonstrate consumer scanner data can be
a powerful tool for studying payment choice. We provide an attractive new approach to estimating
multinomial discrete choice models with fixed effects. Within the MM literature, we provide a
new formalization of the MM algorithm and a new minorization for the multinomial logit model,
which could be extended to a number of linear-index likelihood models. We present new results
on the importance of transaction size in determining short-term payment choice, and show that
accounting for persistent unobserved household heterogeneity reduces the magnitude of that effect.
Finally, we decompose long-term trends in payment choice and show the relatively limited role that
changes in consumer preferences have in driving these trends.

2 Literature Review

There are many studies whose aim is to identify the determinants of payment choice, with the
majority focusing on the decision in the short term. However, many of them are hampered by data
constraints. In particular, it is difficult to track the payments of individual households, especially
for payments made with cash. One method for tracking payment choice is to survey consumers
retrospectively, as used in Schuh and Stavins (2010) and Koulayev et al. (2016). These papers
rely on a survey that asks consumers about payment use over the previous month. However, since
shopping trip details are not captured alongside payment choice, data from such surveys make it
difficult to study the determinants of each individual choice, or why choice varies across shopping
trips. Another method is to ask survey participants to fill out a diary of payment behavior, as
used in Rysman (2007), Arango, Huynh, and Sabetti (2015) and Wakamori and Welte (2017).
While such diaries are an important data source, Jonker and Kosse (2009) raises questions about
their accuracy. In particular, the authors show that the daily number of transactions in seven-day
surveys is significantly less than in one-day surveys, suggesting data from payment diaries may
suffer from “diary fatigue.” A third widely-used method is to obtain data directly from consumer
bank accounts, as do White (1975), Stango and Zinman (2014), and Dutkowsky and Fusaro (2011).
While data thus obtained does not suffer from diary fatigue, it typically provides no information
on cash usage. Moreover, individual consumers may have multiple transaction accounts, some of
which may not show up in the available transaction record.

Consumer scanner data has important advantages over these data sources. In particular, in our
data set we observe payment choice decisions for individual household continuously over a period
of five years, something that no existing diary data set can come close to matching. At the same
time, our data has certain limitations. First, the Nielsen data does not capture every transaction
a household makes. Nonetheless, the data is probably most complete with regard to grocery trips,
a significant touchpoint for payment choice, and an important focus of the payments industry.
Second, the method that Nielsen uses to track payments does not allow us to distinguish between
debit and credit card payments, a common issue in payment literature. Importantly, though, we
are able to distinguish between the three most common retail payment instruments: cash, check
and payment card.
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A paper closely related to ours is Klee (2008). Klee also uses scanner data from grocery
purchases to study payment choice. However, since her data set is drawn from the cash register of
a grocery chain, she is not able to track consumers over time. Moreover, since the data set does
not capture consumer demographics directly, the author accounts for it by using census data for
store locations. This contrasts with our paper, where we observe consumer demographics directly,
and importantly can use household identifiers to account for unobserved heterogeneity using panel
techniques such as fixed effects. In addition, our study covers packaged food shopping from a wide
array of retail channels, not just a single store. Like us, Klee cannot distinguish between debit
and credit, although she distinguishes between signature and PIN-based card transactions. Wang
and Wolman (2016) follows a similar approach. Ultimately, most of the papers we discuss here
rely on data sets that cover relatively short time periods. We are not aware of another paper that
attempts to decompose long-term changes in payment instrument use the way we do.

In addition to adding to payment literature, our paper also makes a significant contribution
in the area of estimating fixed effects in non-linear models. Several other papers precede us in
this regard. A classic contribution is Chamberlain’s conditional logit model (Chamberlain, 1980).
Unfortunately, typical implementations handle only the binary outcome case, and extending the
model to multinomial outcomes creates significant combinatoric complexities. Furthermore, the
model does not naturally deliver fixed effects estimates, which our approach does.

In contrast with Chamberlain’s approach, we combine a computational approach to estimat-
ing the fixed effects model with a jackknife bias correction. Papers such as Hospido (2012) and
D’Haultfœuille and Iaria (2016) introduce efficient methods for computing the dummy variables
model and, like us, rely on ex-post bias correction. In particular, Hospido (2012) exploits the spar-
sity of the fixed effects, while D’Haultfœuille and Iaria (2016) rely on simulation of the choice set
to cheaply compute the Hessian of the objective function, at the expense of introducing integration
error. Unfortunately, in our application, the Hessian is larger than can be addressed by either of
these aforementioned approaches.

The paper whose approach to estimating fixed effects in non-linear models is probably Stam-
mann, Heiß, and McFadden (2016). In particular, the authors advocate for both iterative de-
meaning to obtain estimates as well as ex-post bias correction, in their case based on Hahn and
Newey (2004). Another approach relies on concentrating out fixed effects and maximizing over
the remaining parameters, as used in Hinz, Hudle, and Wanner (2019) and Stamann (2018). Our
understanding is that the approaches in all three papers have been developed only for binary out-
comes and do not easily expand to multinomial settings. A final approach relies on differencing out
fixed effects in a way that leads to estimation with moment inequalities, as used in Ho and Pakes
(2014) and Shum, Song, and Shi (2018). Our approach differs from moment inequality estimation
in that it generates point identification and directly estimates fixed effects. In addition, we view
our approach as computationally less challenging than estimation with moment inequalities.

Our estimation approach uses the Minorization-Maximation (MM) algorithm (sometimes called
the Majorization-Minorization algorithm). The MM algorithm has a long history in statistics
and dates back to around the time of the introduction of the Expectation-maximization (EM)
algorithm, which can be regarded as a special case of the MM algorithm. In general, the MM
algorithm expands the set of functions that can be used in the E-step of the EM algorithm, and
has appeared under many names in different papers, often depending on what function was used.
Böhning and Lindsay (1988) is an important early citation, while Hunter and Lange (2004) and
Lange (2016) provide a helpful overview and history. We are aware of only one other paper in
the econometrics literature which uses the MM algorithm. In particular, James (2017) shows
that the MM algorithm can be advantageous in the context of the mixed multinomial logit model
of McFadden and Train (2000), but does not discuss the application to fixed effects or dynamic
models.

Finally, our approach is similar to that of Chen (2019), who uses the EM algorithm in the
context of the binary probit to estimate a model with interactive fixed effects. In particular, she
uses the EM algorithm to obtain a linear form of the model and then applies known techniques
for handling interactive fixed effects in the linear case. In addition, she also uses ex-post bias
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correction, in her case a known analytic form. In fact, her implementation of the EM algorithm
resembles the MM algorithm. She does not consider multinomial models. Following her ideas, our
model could be extended to handle interactive fixed effects in a multinomial logit model.

3 The Minorization - Maximization (MM) Estimation Pro-
cedure

The central idea in our paper is that we use the MM algorithm to estimate a nonlinear discrete
choice model in an iterative series of two steps. First, in each iteration, we construct a simpler
concave surrogate function that minorizes the complicated log-likelihood function (that is, the
surrogate function is less than the log-likelihood function everywhere but at the current best guess
of the parameters, where it is equal). Second, we maximize the surrogate function instead of the log-
likelihood function. The ascent of the log-likelihood is guaranteed by the property of minorization.
By alternating between these steps of minorization and maximization, the MM algorithm finds the
parameters that maximize the original log-likelihood function.

Before diving into details of our multinomial logit model, we first discuss the definition of the
MM algorithm in general, and provide conditions required for convergence.

3.1 The Transfer Minorization

Relative to the standard mathematical definition of a minorizing function, we add an extra con-
dition that makes the function suitable for use in a maximization problem. We refer to our
minorization as a transfer minorization. Our name is based on the terminology of Lange, Hunter,
and Yang (2000), which refers to the minorization as the transfer function. That is, we transfer
optimization from the function of interest to the minorization of the function.

Definition 1. Suppose L is a real-valued function on Rp that is twice differentiable and S is a
real-valued function onRp ⊗Rp, we say that S is a transfer minorization of L if:

(a) S(θ;θ′) ≤ L(θ) for all θ and θ′;

(b) S(θ′;θ′) = L(θ′) for all θ′;

(c) ∇20S(θ;θ′) exists, and is negative definite at θ.

where ∇mnS(θ;θ′) is the mth order derivative w.r.t. θ and nth order derivate w.r.t to θ′.

Analogously, S is a transfer majorization of L if −S is a transfer minorization of −L. The first
two conditions of Definition 1 are from Leeuw and Lange (2009) and are standard for defining a
minorization. The third condition ensures that the minorization is well-behaved around the focal
point. Arguably, we could use a less strict condition, such as that the minorization has the same
sign as L in some region around θ, but in practice, we are not aware of any implementations of
the MM algorithm that do not satisfy the third condition. As shown in Leeuw and Lange (2009),
an implication of Definition 1 is:

Corallary 1. If S is a transfer minorization of L, then for all θ:

∇10S(θ;θ) = ∇L(θ)

This is basically the necessary condition that θ minimizes the distance between S(·;θ) and
L(·).
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Figure 1: MM algorithm

Intuitively, when faced with a likelihood function L that is difficult to maximize, we instead
choose to maximize another function S. The function S is chosen to be easy to maximize so that
its maximand is always closer to a local optima than the current guess. Figure 1 provides an
example. In the figure, we would like to find the optimum of L and we start with a guess θ(k).
Rather than seek to optimize L directly, we construct a transfer minorization S(θ;θ(k)). As a

minorization, it is always below L and is equal to L at S(θ(k);θ(k)). As a transfer minorization,

S is well-behaved around θ(k), i.e. it is differentiable and concave. It is optimized at the point
θ(k+1). At this point, we will construct a new transfer minorization S(θ;θ(k+1)) (not shown in
the figure). Iterative application of this process leads to the maximum of L, as shown in the next
proposition. First, we define the MM algorithm:

Definition 2. Let θ(0) be the initial guess of θ and θ(k) be the guess after k cycles of the algo-
rithm. The Minorization-Maximization (MM) Algorithm iteratively applies the following two-step
procedure:

1. Minorization step: Compute S(θ;θ(k)).

2. Maximization step: Choose θ(k+1) to be a value of θ ∈ Rp that maximizes S(θ;θ(k)).

At each step, let θ(k) = θ(k+1). Repeat steps 1 and 2 until θ(k) converges.

To show convergence, we generalize the Theorem 4 in Dempster, Laird, and Rubin (1977) from
the EM algorithm context to MM algorithm. In Theorem 1, we list conditions for the sequence
θ(k), k = 0, 1, 2, ... to converge to a point where ∇L(·) = 0 in the context of maximum likelihood
estimation (MLE). Specifically, a likelihood function f(x;θ) is the density of the true DGP f(x;θ0)
with the true parameter vector θ0 replaced with its hypothetic value θ.1

1More formally, we consider the log likelihood function as defined in Hayashi (2000, p.448). In particular, let
{xn} be an i.i.d. sequence where the density of xn can be indexed by a finite-dimensional vector θ0: f(xn;θ0),
θ0 ∈ Ω. Because {xn} is independently distributed, the joint density of the data (x1,x2, ...,xN ) at a hypothetical
value θ is

f(x1,x2, ...,xN ;θ) =

N∏
n=1

f(xn;θ).

This density, viewed as a function of θ is called the likelihood function. The maximum likelihood (ML) estimator
of θ0 is the θ that maximizes the likelihood function. Because the log transformation is a monotone transformation,
maximizing the likelihood function is equivalent to maximizing the log likelihood function.

L(θ) = log f(x1,x2, ...,xN ;θ) = log

[
N∏

n=1

f(xn;θ)

]
.
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Theorem 1. Suppose that L(θ) is the log likelihood function and S(θ;θ′) is a minorization of

L(θ) for maximization, and θ(k+1) = arg maxθ S(θ;θ(k)), k = 0, 1, 2, ... is an instance of an MM
algorithm, then:

1. θ(k) converges to a θ∗ in the closure of Ω.

2. ∇L(θ∗) = 0, ∇20S(θ∗;θ∗) is negative definite with eigenvalues bounded away from zero.

Proof. See Appendix A.1.2

Thus, any function that satisfies Definition 1 for some function L can be used in the MM
algorithm to find an optimum to L.3 This approach allows substantial freedom in selecting the
transfer minorization. From the perspective of the MM algorithm, the EM algorithm is a special
case and it works because the conditional expectation of L used in the EM algorithm is a transfer
minorization. If the E-step of the EM algorithm does not deliver a function that is easy to optimize,
as in our case, the researcher is free to use some other minorizing function. Hunter and Lange
(2004) discuss several approaches. In the next section, we focus on a Taylor expansion, which
delivers a least-squares optimization problem in our context.

4 A Minorization for the Multinomial Logit

In this section, we first present the multinomial logit model, then develop a transfer minorization,
and finally discuss our estimation method.

4.1 Model

In the multinomial logit model, an agent makes a discrete choice among several options, each of
which draws an Extreme Value error. The model is distinguished by a closed-form logistic function
for the probability of each choice. In our presentation, we emphasize a fixed effect that varies by
consumer, quarter and product.

We observe N consumers make a discrete choice among J products in each of T time periods.
Consumer i in period t who chooses product j obtains utility uijt. Utility is defined as:

uijt = xitβj + ξijq(t) + εijt, (1)

where q(t) is the quarter of the year that t falls in where q ∈ {1, . . . , Q}, xit is a vector observable
characteristics that varies by consumer and time, ξijq is a consumer-quarter-product fixed effect
and εijt is a scalar i.i.d idiosyncratic shock distributed according to a Type I Extreme Value
distribution. The variable yijt is a binary indicator for the product that consumer i chooses in t,
where:

yijt = 1[uijt ≥ uikt,∀k 6= j], ∀i, t.
2We provide Theorem 1 and the rest of the formalism in this section because we could not find the mathematical

statement we required in the existing literature. But to be clear, our approach relies heavily on the cited literature
and for sure, the existing literature seems to operate as if it is well-known that the MM algorithm converges to a
local optima.

3The papers that offer the closest version of what we present in this section define a minorization based only
on parts (a) and (b) of Definition 1 and then include something like part (c) in the supposition of the analog to
Theorem 1. For example, see Böhning and Lindsay (1988). We prefer to have all of the requirements in Definition 1
so we can simply check if a candidate function satisfies the definition to know that it can be used in the MM
algorithm. Because our definition differs in this way from the previous research, we coin a new name for our version:
the transfer minorization. But to be clear, we rely heavily on existing contributions in our approach.
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The parameter vectors βj and ξijq are to be estimated. We collect these parameters as θ =
({βj}j=1,...,J , {ξijq}i=1,...,N ;j=1,...,J;q=1,...,Q). Then the log-likelihood function can be written as:

L(θ) =
∑
i,t

log l(xitβ + ξiq(t);yit) (2)

where xitβ + ξiq(t) = (xitβ1 + ξi1q(t), xitβ2 + ξi2q(t), . . . , xitβJ + ξiJq(t)), yit = (yi1t, yi2t, . . . , yiJt)
and:

l(xitβ + ξiq(t);yit) =
∏J

j=1

(
pijt(xitβ + ξiq(t))

)yijt

,

pijt(xitβ + ξiq(t)) =
exp(xitβj + ξijq(t))∑J

k=1 exp(xitβk + ξikq(t))
.

In practice, we must normalize the mean utility of one of the choices to be zero, as is standard
in the multinomial logit.

4.2 The transfer minorization

This subsection derives a function S that satisfies the conditions of Definition 1 to be a transfer
minorization of L.

Theorem 2. Let L(θ) be the log likelihood function for a multinomial logit model defined as in

Eq.(2). Let S(θ;θ(k)) be defined as:

S(θ;θ(k)) = L(θ(k)) +
1

2

∑
i,j,t

hj(xitβ
(k) + ξ

(k)
iq(t);yit)

2

− 1

2

∑
i,j,t

(
xitβ

(k)
j + ξ

(k)
ijq(t) − hj(xitβ

(k) + ξ
(k)
iq(t);yit)− xitβj − ξijq(t)

)2
, (3)

where

hj(ψ
(k)
it ;yit) =

∂ log l(ψ
(k)
it ;yit)

∂ψ
(k)
ijt

= yijt − pijt(ψ(k)
it )

ψ
(k)
it = xitβ

(k) + ξ
(k)
iq(t)

then S(θ;θ(k)) is a transfer minorization of L(θ).

Proof. See Appendix A.2.

By Theorem 1, θ(k+1) = arg maxθ S(θ;θ(k)), k = 0, 1, 2, ... converges to a local, if not global,
maximum of L(θ).

Eq.(3) is a first-order Taylor expansion of the likelihood function. Note that the parameters

that we search over in the iterative MM algorithm, i.e. θ rather than θ(k), appear only in the third
part of the right-hand side of Eq.(3). Focusing on this third part, we can think of optimization of

S(θ,θ(k)) as a linear regression of xitβ
(k)
j + ξ

(k)
ijq(t) + hj

(
xitβ

(k) + ξ
(k)
iq(t);yit

)
on xjt (with separate

coefficients for each j) and ξijq(t). This is the central benefit of our MM approach to the multinomial
logit. We convert non-linear optimization to sequential linear optimization, which is particularly
attractive when there are many regressors. Rather than use OLS directly, we use linear panel data
methods to address the large number of parameters represented by ξijq.
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Thus, the functional form of hj(ψ
(k)
it ;yit) is clearly important to our technique. For the multi-

nomial logit, this function takes on a particularly simple form: yijt − pijt(ψ
(k)
it ). Thinking of

xitβ
(k)
j + ξ

(k)
ijq(t) as the expectation of uijt at iteration k, our iterative linear regression uses a de-

pendent variable above the expectation for observations with yijt = 1 and below the expectation
for observations with yijt = 0.

Our full algorithm is as follows. We begin with a guess of the parameters θ(0). We iterate on
the following sequence of steps, which updates the parameters θ(k) in iteration k:

1. Minorization step: Given θ(k), we calculate:

v
(k)
ijt = xitβ

(k)
j + ξ

(k)
ijq(t) + hj

(
xitβ

(k) + ξ
(k)
iq(t);yit

)
. (4)

2. Maximization step:

(a) Update β(k) by demeaned OLS:

β
(k+1)
j =

(
N∑
i=1

T∑
t=1

x̃′itx̃it

)−1 N∑
i=1

T∑
t=1

x̃′itṽ
(k)
ijt ∀j,

where x̃ indicates demeaning at the consumer-quarter-product level.

(b) Update {ξ(k)iq }i=1,...,N,q=1,...,Q by computing:

ξ
(k+1)
ijq =

1

Tq

∑
t∈Tq

(
v
(k)
ijt − xitβ

(k+1)
j

)
∀i, j, q,

where Tq is the number of time periods in quarter q and Tq is the set of these time
periods.

3. Return to Step 1 for iteration k+1 as long as the difference between θ(k+1) and θ(k) is above
some tolerance.

4.3 Connection to the EM Algorithm for Binary Probit

If we could observe uijt, we could estimate our coefficients and fixed effects directly by linear
techniques rather than relying on discrete outcome methods such as the multinomial logit. In this
sense, Eq.( 4) in Step 1 of the MM algorithm above has the feel of data augmentation Tanner
(1996). That is, we calculate vijt as an approximation of the unobserved uijt. That is the intuition
behind many applications of the EM algorithm.

In the multinomial logit, vijt does not coincide with the expectation of uijt. That is, v
(k)
ijt 6=

E[uijt|xit, yijt, θ(k)j ]. Indeed, substituting v
(k)
ijt with E[uijt|xit, yijt, θ(k)j ] would lead to biased re-

sults because the likelihood of the expectation is not equal to the expectation of the likelihood.
Generating the expectation of the likelihood function for the case of the multinomial logit is more
complicated than our minorization approach, so the EM algorithm is relatively unattractive in our
context.

However, the MM and EM algorithm coincide in the case of the binary probit. Indeed, Chen
(2019) estimates the binary probit by the EM algorithm and derives a functional form equivalent
to our MM algorithm. See also Greene (2018).

In the case of binary Probit,

l(xitβ + ξiq(t); yit) =

{
Φ(xitβ + ξiq(t)) yit = 1

1− Φ(xitβ + ξiq(t)) yit = 0
,
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where Φ(·) is the CDF of the standard normal distribution, φ(·) is its PDF.4

Accordingly,

h(xitβ + ξiq(t); yit) =
∂ log

(
xitβ + ξiq(t); yit

)
∂(xitβ + ξiq(t))

=


φ
(
xitβ + ξiq(t)

)
Φ (xitβ + ξi)

, yit = 1

φ
(
xitβ + ξiq(t)

)
1− Φ(xitβ + ξiq(t))

, yit = 0

=

(
yit − Φ

(
xitβ + ξiq(t)

))
φ
(
xitβ + ξiq(t)

)
Φ
(
xitβ + ξiq(t)

) (
1− Φ

(
xitβ + ξiq(t)

))
Thus, we see that h(xitβ + ξiq(t); yit) corresponds to the well-known Mills ratio and, as a result,
h(xitβ + ξiq(t); yit) = E[εit|yit], where εit corresponds to the normally distributed error from the
probit model. In this sense, the MM and EM algorithms correspond in the case of the binary
probit.

4.4 Simulation Results

Table 1: Comparison of β̂ between MLE and MM-algorithm

Binary probit Binary logit Multinomial logit

β̂ β̂ β̂2 β̂3
MLE 0.9697 1.0184 0.9983 0.4775
MM-algorithm 0.9697 1.0184 0.9983 0.4775

In this section, we show that our iterative algorithm generates results for β̂ that are numer-
ically identical to those obtained using standard MLE techniques. We generate data from three
nonlinear models with a linear index: (1) a binary probit model, (2) a binary logit model and
(3) a multinomial logit model. For each model, we perform the estimation using both traditional
gradient-based techniques5 and our MM algorithm. We generate simulated data using N = 10,
T = 1000, J = 2 for binary choice models and J = 3 for the multinomial logit. We assume there
are consumer-level fixed effects in all models, generated independently from the standard normal
distribution. We do not add a time element to the fixed effects in this exercise. We let xit be a
scalar, also drawn independently from the standard normal distribution. For the two binary choice
models, we set the true parameter β = 1; for the multinomial logit model, we normalize β1 = 0
and ξi1 = 0, ∀i, and set the true parameters β2 = 1 and β3 = 0.5. The results are summarized in
Table 1.

5 Data

In our empirical investigation, we take advantage on the Nielsen Consumer Panel Dataset, available
through the Kilts Center for Marketing at the Chicago Booth School of Business. The data set
provides detailed coverage of purchase choices at household level, including the quantity bought
and price paid for each product. The data includes detailed information on products purchased
characteristics based on UPC codes scanned by the panelists. Crucially for our study, consumers
indicate how they paid for each shopping trip. Finally, Nielsen verifies the information using
receipts submitted by panelists.

4Notation looks slightly different here because J = 2. It is no longer necessary to treat β, ξiq(t) and yit as vectors
with only two choices.

5For the two binary choice models, we use the R function ”glm” in package ”stats”, with its default method
iterative reweighted least square (IWLS) ; for multinomial logit, we use the R function ”mlogit” in package ”mlogit”,
with its default method Broyden–Fletcher–Goldfarb–Shanno (BFGS)
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We focus our study on three payment choices: cash, check, and card. Following the approach
adopted in most payment literature (for example, Klee, 2008), the “card” category pools purchases
categorized as either debit or credit card. This approach reflects concerns about panelists not
distinguishing accurately between the two types of payment card.6

Our data set includes the five-year time period between 2013 and 2017, and captures over 31
million shopping trips made by 77,657 households.7 Reflecting turnover in the data set, on average
we observe a household for 2.53 years. Nonetheless, there is a considerable number of households
which remain longer than the average: 44.3% of households say for longer than three years, 31.0%
stay longer than four years, and 19.9% of households stay for the entire five years.

The average household in the data set makes 403.6 shopping trips in total. This translates
into 153.7 trips per year on average, or 36.4 trips per quarter.8 The number of shopping trips
per quarter varies between households, with households at the 25th percentile making 18 trips on
average, while those at the 75th percentile making an average of 50 trips. As our most granular
specification uses two choice fixed effects per household-quarter in a non-linear model, the incidental
parameters problem is potentially an issue with these numbers of observations.

Over our entire data set, the market share for transactions for cash, check, and card is 30.9%,
2.4%, and 66.8%, respectively.9 These shares vary substantially across different types of transac-
tions and across households. Figure 2 shows the steady increase in the total number of transactions
over time, as well as how the payment choice market shares changed over time. In particular, the
figure shows a substantial increase in card use over time, as well as a falling market share for both
cash and check.

Table 2: Transaction size distribution ($)

Mean Std. Err. 10% [25%, 75%] 90%

46.84 65.10 5.22 [11.94, 57.06] 107.51

Following previous literature, we examine transaction size as a key driver of payment choice.
Table 2 illustrates the distribution of transaction size in our data set. While the average transaction
size is $46.84, the variation in transaction size is large. In particular, the 10th percentile in the
distribution is just $5.22, the interquartile range is [$11.94, $57.06], and the 90th percentile is
$107.51.

Figure 3 illustrates how important transaction size is in determining payment choice. In par-
ticular, the figure shows that the market share of cash falls from above 60% to below 20% as
transaction size moves from $5 to $150, with most of the remaining share absorbed by card. Sim-
ilar to card, the market share for check also increases with transaction size, although it only rises
to around 4% for the largest transactions. It is important to recognize, however, that while check
has a low market share overall, 37.6% of the households in our data used check at least once.

6Debit cards may be authorized by signature or PIN (Personal Identification Number, consisting of 4 to 6 digits),
while credit cards are typically authorized by signature. Industry studies and previous literature suggest that many
U.S. consumers do not understand the difference between signature debit and credit cards. Past versions of the
Nielsen panel appeared to give consumers contradictory instructions on this issue, for instance, instructing consumers
to indicate “credit” if they used a signature. We found it difficult to verify the instructions for the current data set.
See Cohen, Rysman, and Wozniak (2017).

7Although the Nielsen panel runs over a decade, the version of the data available through Kilts Center for
Marketing only includes payment choice information beginning in 2013.

8Among these trips, 34.6% involve grocery stores, other top types of retailers include discount stores (15.7%),
drug store (6.0%), dollar store (4.9%), warehouse club (4.9%), quick serve restaurants (3.1%), etc.

9Two types of payment instruments in the raw data are excluded from our estimation, they are ”Scanner does
not collect Method of Payment” and ”Other Payment” which accounts for 40.3% and 1.71% of the trips in the raw
data.
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Figure 2: Transactions over time

6 Results

We now turn to specifying the multinomial logit model for use in our analysis of households’
payment choice. In the specification used in our paper, households are faced with an exogenously-
determined set of shopping trips with predetermined transaction sizes for which they must choose
a payment instrument. In particular, household i on shopping trip t where it pays with instrument
j ∈ {cash, check , card}, receives utility:

uijt = βj log(xit) + ξijq(i,t) + εijt.

where q(i, t) is the quarter when the shopping trip takes place, and xit is a scalar representing the
transaction size in dollars.10 As above, εijt is distributed Extreme Value.

As is standard, we normalize the mean utility of one choice to zero. In particular, we normalize
the utility of j = cash to zero, so βcash = 0 and ξi,cash,q(i,t) = 0 for all i and q. We interpret the
rest of the coefficients as the value relative to the value for cash.

To determine the importance of accounting for unobserved consumer heterogeneous preferences
in the payment choice context, we specify two alternative versions of our model with a more limited
set of fixed effects. For the first alternative version of the model, we restrict the household-level
fixed effects to be consistent across quarters, i.e., ξijq(i,t) = ξij for all q. Finally, we suppress
household heterogeneity and specify ξijq(i,t) = ξj for all i and q.

Results appear in Table 3. Standard errors in this table are conventional maximum likelihood
standard errors derived from the inverse of the Hessian matrix. As the Hessian is very large, we
exploit the sparsity of the matrix in order to invert it, as presented in Appendix B.

Before discussing parameters, it is worth considering how long it takes to estimate these models.
For the case of only payment choice fixed effects (first panel), we estimate the likelihood model

10In our approach, t indexes shopping trips rather than calendar time, so two households may be in different
quarters for the same shopping trip number. Thus, rather than write q(t) as in Eq.(1), we write q(i, t).
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Figure 3: Market share in transactions by transaction size

by both our MM algorithm and by a traditional gradient optimization routine, BFGS. Results
are numerically very close, especially for βcard , most likely because our data contains many more
shopping trips where the payment method used was card than check. Our experiments show the
estimates can be brought even closer together by reducing the tolerance levels in the optimizers.
The last row of the table shows that estimating the model with only payment choice fixed effects
using the MM algorithm takes about half the time it takes using the BFGS algorithm.

Moving to richer fixed effect specifications (second and third panels) prolongs the time needed
for the MM algorithm to converge. In particular, with household-payment choice fixed effects
(second panel) the MM algorithm takes about 13 hours to converge, while with household-quarter-
payment choice fixed effects it takes about 24 hours. By contrast, we ran the BFGS algorithm
using dummy variables to implement the fixed effect estimation for these two richer specifications
and never reached convergence for either one.

ξj ξij ξiqj
MM BFGS MM BFGS MM BFGS

βcheck 0.7188 0.7278 βcheck 1.0730 βcheck 1.1595
(0.0012) (0.0012) (0.0017) (0.0029)

βcard 0.7085 0.7085 βcard 1.0563 βcard 1.1570
(0.0004) (0.0004) (0.0006) (0.0011)

ξcheck -4.8441 -4.8760 ξ̄check -7.7561 ξ̄check -7.9493
[min, max] [-15.2902, 6.5288] [min, max] [-16.0147, 7.4957]

ξcard -1.4628 -1.4627 ξ̄card -2.1049 ξ̄card -2.0048
[min, max] [-15.1744, 6.6956] [min, max] [-15.9977, 8.0039]

Number of FE’s estimated N = 2 N = 155,314 N = 1,631,808
time ∼ 30 min ∼ 1 hr ∼ 13 hr > 48 hr ∼ 24 hr > 48 hr

Notes: All estimations were run on a CPU with 8 8G-memory processors

Table 3: Estimates & Computational Time: MM vs. BFGS

We now turn to discussing results. First, as expected, we find in all specifications that the
estimated coefficients on transaction size are positive for both check and card. This agrees with
findings in previous papers, as well as the trends presented in Figure 3 – namely, that the likelihood
of consumers paying with check or card increases significantly with transaction size. Second, we
compare the estimated coefficients for the three model specifications. Here, we find that while the

13



second and third model specifications with more fixed effects result in higher estimates of the coef-
ficient on transaction size, the absolute values of the estimated fixed effects also grow considerably.
To get a better sense of the impact of accounting for unobserved household heterogeneity, we turn
to computing average marginal effects.

Marginal effect of transaction size: Given our multinomial logit assumption, we define the
marginal effect (ME) of xit on the probability of choosing a payment method, pijt(θ), as:

MEijt =
∂pijt(θ)

∂xit
= pijt(θ)

(
βj −

3∑
k=1

βkpikt(θ)

)
/xit. (5)

Results appear in Table 4. To summarize, we report the average marginal effect (AME) of
transaction size on each payment method by averaging Eq.(5) across all households i and trips
t in the first row. The second row reports the bias-corrected AME by the incidental parameters
problem addressed with the split-panel jackknife. It appears that there is little bias due to the
incidental parameters problem. Therefore, we focus on the first row in the following discussion.
More details on the bias-correction procedure come later in this section.

ξj ξij ξijq
cash check card cash check card cash check card

ˆAME -0.0107 0.0004 0.0103 -0.0101 0.0005 0.0096 -0.0100 0.0005 0.0095
˜AME -0.0099 0.0005 0.0094 -0.0097 0.0005 0.0092

Bias: ˆAME - ˜AME -0.0002 0.0000 0.0002 -0.0003 0.0000 0.0003

Table 4: Average marginal effects of transaction size

The first row shows that the specifications with household-payment choice and household-
quarter-payment choice fixed effects (panels two and three) result in very similar AME estimates.
Comparing these results to those obtained using the specification with fixed effects only for payment
choice (panel one), we find that accounting for unobserved household preferences moves the AME
for card towards zero, though the magnitude is under 10%. By contrast, the AME for check
increases by a small amount. Comparing the results in Tables 3 and 4 suggests that while richer
fixed effect specifications result in larger estimated coefficients on transaction size, the marginal
effect of transaction size can be either higher or lower due to the heterogeneous fixed effects.

Figure 4: Marginal effect of log of transaction size on card usage

Although employing richer fixed effects results in relatively small changes in the population-wide
AME, a closer inspection of our findings reveals substantial heterogeneity across households. The
left panel in Figure 4 shows how the marginal effects of transaction size on card usage differ across
the three different fixed effect specifications when the fixed effects are at the average estimated
values. In particular, we find that the two richer household fixed effect specifications generate
substantially higher marginal effects for moderate transaction sizes. In this sense, accounting
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Figure 5: Distribution of difference from the product FE model in marginal effect

for unobserved heterogeneous household preferences suggests that for a broad range of “typical”
purchases (for example, the interquartile range reported in Table 2 is $11.94 to $57.06), transaction
size has a potentially much larger impact on households’ payment choice than previously thought.
Moreover, this result suggests that for small or large purchases households’ payment choice is even
less likely to be affected by transaction size than previously thought. These important differences
are lost when the marginal effects are averaged across the whole spectrum of transactions sizes.

The right panel in Figure 4 further examines how the impact of transaction size on payment
choice varies across households. In particular, the graph illustrates the marginal effect of transac-
tion size on card usage for the 20th, 50th, and 80th percentiles of the distributions of the estimated
household-quarter-card fixed effects.11 The difference between households is clear when you con-
sider a transaction in the $50 region (recall from Table 2 that the mean is $46.84), where additional
spending increases the likelihood of the 20th percentile household paying with card substantially
more than it does for the 80th percentile household. Overall, Figure 4 reveals significant hetero-
geneity in marginal effects under the specifications with expanded fixed effects.

Although Figure 4 is informative about how the overall distribution of marginal effects changes
with richer models, it does not give a sense of how much it differs for individual households
in our data set, or how wrong we would be about individual households if we used the simpler
model. To further explore this heterogeneity, we calculate the difference in AME for each household
quarter. We compute the difference between the baseline specification (only choice fixed effects)
and the two other specifications with richer fixed effects. Figure 5 presents the distribution of this
difference.12 We see that differences in AME of 0.1 and -0.1 are common. Comparing this difference
to the baseline AME, Figure 4 showes that the AME for the payment choice fixed effect model is
always below 0.2, so the changes in AME are relatively large. Also, the dip in the middle of the
distributions suggests that there are relatively few households for which the baseline specification
is accurate. Thus, bias from leaving out household-quarter fixed effects has a substantial impact
on measured individual marginal effects.

Figure 6 provides another illustration of the how accounting for unobserved heterogeneous
household payment preferences using a rich set of fixed effects can yield very different predictions.
Consider an increase of transaction size from $10 to $50, which the baseline model predicts would in-
crease the likelihood of a household paying with card by around 22 percentage points. By contrast,
the model with household-quarter-payment choice fixed effects not only predicts more accurately
that the likelihood will increase by almost 29 percentage points for the average household, it shows
that the actual impact will differ greatly between households, ranging from below 3 percentage
points (20th percentile household) to over 35 percentage points (80th percentile household).

11The graph holds the check fixed effect constant at the average value; averaging these lines together over the
realized fixed effects leads to the household-quarter-choice fixed effect line in the left panel.

12To ease the comparison between Figure 4 and Figure 5, the AME’s in Figure 5 are with respect to the log of
transaction size.
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Figure 6: Probability of using card vs. transaction size

The incidental parameter problem: The parameters presented in the first row of Table 3
are subject to potential bias due to the incidental parameters problem. To correct for such potential
bias, we adopt the split-panel jackknife correction developed in Dhaene and Jochmans (2015). In
particular, we divide the set of shopping trips taken by each household into two halves, and re-
estimate the model on each of the two subsets. Let β̂ denote the estimates from the full sample,

and β̂
1

and β̂
2

be the estimates from each half, such that:

β̂
1

= arg max
∑

i,t∈[1,bTi/2c] log l
(
xitβ + ξiq(i,t)(β);yiqt

)
β̂
2

= arg max
∑

i,t∈[bTi/2c+1,Ti]
log l

(
xitβ + ξiq(i,t)(β);yit

)
Here, we write ξiq(i,t)(β) to emphasize that the estimates of the fixed effects will change in

both estimations. With these results, the bias-corrected estimates are:

β̃ = 2β̂ − β̂
1

+ β̂
2

2
.

The effect of the bias correction on the estimated coefficients is shown in Table 5. The bias
correction reduces the parameter estimate of both βcheck and βcard , although the change is relatively
small in magnitude. As expected, the bias correction is larger in the third specification with the
richest fixed effects. Nonetheless, the relatively small magnitude of the bias corrections suggests
that the frequency at which households captured in our data set go shopping (average number
of trips per quarter is 36.4) is sufficiently large to significantly mitigate the incidental parameters
problem even in the richest specification. Looking at the third row in Table 4, the bias correction
results in a similarly small reduction in the absolute values of the estimated AMEs.

ξij ξijq
βcheck βcard βcheck βcard

β̂ 1.0730 1.0563 1.1595 1.1570

β̃ 1.0519 1.0319 1.1247 1.1146

Bias: β̂ − β̃ 0.0211 0.0244 0.0348 0.0425

Table 5: Split-panel Jackknife Correction

7 Long-term decomposition

Figure 2 illustrates the extent to which the share of card usage has grown over time. The goal
of this section is to estimate the extent to which each of the many different potential factors
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contributed to this growth. In particular, one of the key factors that could have contributed to
this growth is a gradual increase in household preferences for card payments. At the same time,
changes in the composition of transactions or transaction sizes across households, as well as entry
and exit of households could have also resulted in a shift of payments towards card. Intuitively,
consider a young household that always pays using a card and an older household that always
uses cash or check. If the young household has children, its average number of shopping trips
and average transaction size will both likely increase. Similarly, once the older household reaches
retirement age its average number of shopping trips and average transaction size will both likely
shrink. In this example, the market share of card would increase purely due to changes in the
composition of transaction number and size, without any changes in preferences of individual
households. Similarly, the older household leaving the sample and being replaced by a another
young household which favors card over cash/check would result in further growth in card’s market
share, this time due to changes in the composition of households in the sample.

To facilitate discussion, we introduce new notation. First, we use Iq to denote the set of
households in quarter q and Tiq to denote the set of trips household i took in quarter q. The
transactions market share of payment choice j in quarter q is thus:

sjq =
1∑

i∈Iq |Tiq|
∑

i∈Iq,t∈Tiq

exp
(
xitβj + ξijq(i,t)

)∑J
k=1 exp

(
xitβk + ξikq(i,t)

) .
The market share sjq can change over time for a number of reasons: (a) the number of trans-

actions |Tiq| can change, (b) the average size for those transactions xit can change, (c) household
preferences ξijq(i,t) can change, or (d) the set of households Iq can change, which can be further
broken down into entry and exit. We proceed by sequentially fixing each of these values at their
realization in the first quarter each household i is observed in the data, denoted as q(i), or in the
case of exit the last quarter denoted as q(i), and then computing market shares for the last quarter.

Transaction size distribution within households: For each household, we fix the number
of trips and the transaction size on each trip at the level of their first quarter, but let their
fixed effects evolve with time. We calculate the household-level choice probabilities and then
aggregate them to market shares with the number of trips in the current quarter as weights. So
the counterfactual last quarter market share is:

s1jQ =
1∑

i∈IQ |TiQ|
∑
i∈IQ

|TiQ|
|Tiq(i)|

∑
t∈Tiq(i)

exp (xitβj + ξijQ)∑J
k=1 exp (xitβk + ξikQ)

. (6)

Consider the case in which the set of transactions sizes realized in q(i) was the same as in Q.
That would imply that the number of transactions in each period was the same, so |TiQ| = |Tiq(i)|,
and the set of xit was the same for the first and last period that i was in the data. In this case,
sjQ = s1jQ. The difference sjQ − s1jQ provides a measure of how changes in the distribution of
transactions contributes to the change in market share sjQ − sj1.

Household-quarter-choice fixed effects: We capture the change in preferences within s
with our -quarter-choice fixed effects. In order to mute the effect of preferences, we fix -quarter-
choice fixed effects at the level of the first quarter the is observed and then calculate the market
share in the final quarter Q as:

s2jQ =
1∑

i∈IQ |TiQ|
∑

i∈IQ,t∈TiQ

exp
(
xitβj + ξijq(i)

)
∑J

k=1 exp
(
xitβk + ξikq(i)

) . (7)

In this case, sjQ − s2jQ provides a measure of the contribution of changes in -quarter-choice
fixed effects, and this term equals zero only if fixed effects are the same in the first and last period.
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Number of transactions across households: As in the earlier young vs. older household
example, the growth of card usage in this case could also be due to shifts in transactions from non-
card to card users. To isolate this effect, we first calculate the household level choice probabilities,
and when aggregating them to compute market share, we weight by the number of trips in the
household’s first quarter rather than the number of trips in the current quarter. Then, the last-
quarter market share becomes:

s3jQ =
1∑

i∈IQ |Tiq(i)|
∑
i∈IQ

|Tiq(i)|
|TiQ|

∑
t∈TiQ

exp (xitβj + ξijQ)∑J
k=1 exp (xitβk + ξikQ)

. (8)

Entry: In this scenario, we focus on those households that remain in the data set all the way
from the first to the last quarter. They are allowed to exit as observed in the data, in order to be
distinguished from the exit channel. Specifically, starting with the 31,178 households in 2013 Q1,
15,477 of them stay until the last quarter 2017 Q4, which is 32.6% of all households at that time.
The market share in the final quarter when fixed IQ = I1:

s4jQ =
1∑

i∈I1 |TiQ|
∑

i∈I1,t∈TiQ

exp (xitβj + ξijQ)∑J
k=1 exp (xitβk + ξikQ)

(9)

Exit: We consider a counterfactual scenario where no households leave the sample. Therefore,
all households that ever show up in the sample stay until the last quarter 2017 Q4, i.e. IQ =⋃Q

q=1 Iq, which gives 77,656 households. For those households that leave before 2017 Q4, we
assume that their number of trips, the transaction size of each trip and fixed effects are the same
as in the last quarter that they are observed in the data, i.e. Tiq = Tiq(i),∀q > q(i). In particular,
q(i) = Q for household i that is observed in 2017 Q4. In this scenario, the market share in the
final quarter is:

s5jQ =
1∑

i∈
⋃Q

q=1 Iq
|Tiq(i)|

∑
i∈

⋃Q
q=1 Iq,t∈Tiq(i)

exp
(
xitβj + ξijq(i)

)∑J
k=1 exp

(
xitβk + ξikq(i)

) (10)

Then the contribution of each channel is the difference sjQ − skjQ for each k = {1, 2, 3, 4, 5}.
Note that the sum of these differences does not exactly equal sjQ − sj1, in part because of joint
effects. By isolating each effect separately, we do not capture the role of simultaneous changes in
channels, for instance because in practice, ξijq and xit change jointly. Still, these differences give
a first-order approximation of how much each type of change contributes to the overall change.
Therefore, for demonstration purpose, we rescale these differences so that the sum of them equals
to sjQ − sj1.13

The results of the decomposition are shown in Figure 7. In particular, the figure illustrates that
while changes in household payment preferences are the single biggest driver of long-term change
in market share, on their own they account for only about a third of the overall change. Entry
of household with stronger preferences for card, as well as exit of households with a relatively
higher preference for card and check, are the other two factors which contributed significantly to
the growth in card’s market share between 2013 and 2017. By contrast, we find that the growth
in transaction sizes within households with a stronger preference for card barely contributed to
the growth in card’s popularity over time. What’s more, we find that changes in the composition
of the number of transactions across households actually contributed against the growth in card’s
popularity, suggesting over time household with a stronger preference for card reduced the number
of trips they make relative to other households. Overall, our results show that changes in consumer
payment preferences were one of the key factors that contributed to growing popularity of card,

13In this sense, our measure is similar to Variance Partition Coefficients, as in Goldstein, Browne, and Rasbash
(2002). See also Grömping (2007).

18



Figure 7: Long-term decomposition

accounting for about a third of the growth observed over the time period 2013-17. At the same
time, we find that the largest contribution came from a change in the composition of the Nielsen
sample. This finding suggests that changes in payments usage over time is driven in large part
by ingrained preferences of young consumers entering the economy, which the consumers will then
only slowly change over the course of their lives.

8 Conclusion

Although the transition to digital payments has been one of the most significant developments in
the payment industry in recent years, the continued prevalence of cash and check raise important
policy questions. This paper studies the determinants of payment choice in the short and long
term. Decomposing the drivers of long-term payment shifts allows us to contributing significantly
to payment literature, which typically focuses only on short-term payment decisions. Key to this
is our ability to observe, and properly capture in our model, unobserved household preferences for
payments.

In our paper, we use a novel source of data on payment behavior: consumer panel surveys.
Although these sources are typically used to study consumer shopping behavior and responses to
advertising, we show that these data can be usefully employed to study payment behavior. Doing
so allows us to keep track of individual households’ payment behavior over multiple year through
the lens of high-frequency shopping trip data.

Crucially for our analysis, we adapt novel statistical methods to account for unobserved house-
hold heterogeneity using panel data techniques. Doing so allows us to estimate a multinomial
models of payment choice with over 1 million fixed effects, which would not have been possible
using traditional techniques used to estimate non-linear models. In particular, we present a new
method for addressing fixed effects in multinomial models based on the Minorization-Maximization
(MM) algorithm, which can be seen as a generalization of the Expectation-Maximization (EM)
algorithm. While the MM algorithm has a significant history in the statistics literature, we are
aware of almost no presence in econometrics. We discuss the application of our method not only
to the multinomial logit model, but also several other well-known models.

The results of our estimation shine new light both on the short and long-term payment decisions.
First, our results suggest that while transaction size is an important determinant of payment
choice in the short term, its effect is smaller than previously estimated in papers not able to
directly account for unobserved household payment preferences. Looking to the long term, we use
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our model to study the key factors driving the increase in card usage observed in our data. In
particular, we decompose the changes in payment instruments’ market shares into those (a) driven
directly by changes in household preferences, (b) driven by changes in the number and average
value of transactions made by individual households, and (c) driven indirectly by entry of younger
households into and exit of older households. Our results suggest that while changes in household
payment preferences are an important factor, they explain only about a third of the observed
growth in card usage. Instead, the model suggests that the primary driver of long-term changes in
payments has been the entry of young households with stronger preferences for card payments, as
well as exit of older households with stronger preferences for cash and check payments.
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Appendices

Appendix A Proofs

A.1 Proof of Theorem 1

(1) Given that θ(k+1) = arg maxθ S(θ;θ(k)) and by definition of minorization for maximization,

L(θ(k+1)) ≥ S(θ(k+1);θ(k)) ≥ S(θ(k);θ(k)) = L(θ(k)) (11)

Because L(θ) is a log likelihood function, we have that L(θ) ≤ 0,∀θ. Then the fact that L(θ(k))
is an increasing sequence bounded above implies its convergence to some L∗ ≤ 0. Hence for any
δ > 0, there exists a p(δ) such that for all p ≥ p(δ) and all r ≥ 1,

r∑
s=1

{L(θ(p+s))− L(θ(p+s−1))} = L(θ(p+r))− L(θ(p)) < δ (12)

From Eq.(11), we have
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S(θ(p+s);θ(p+s−1))− S(θ(p+s−1);θ(p+s−1)) ≤ L(θ(p+s))− L(θ(p+s−1)), ∀s ≥ 1, (13)

and by Taylor expansion,

S(θ(p+s);θ(p+s−1))− S(θ(p+s−1);θ(p+s−1))

= −(θ(p+s−1) − θ(p+s))′∇10S(θ(p+s);θ(p+s−1))

−(θ(p+s−1) − θ(p+s))′∇20S(θ
(p+s)
0 ;θ(p+s−1))(θ(p+s−1) − θ(p+s))

= −(θ(p+s−1) − θ(p+s))′∇20S(θ
(p+s)
0 ;θ(p+s−1))(θ(p+s−1) − θ(p+s))

(14)

where θ
(p+s)
0 is some point on the line segment joining θ(p+s−1) and θ(p+s). The second equality

holds because∇10S(θ(p+s);θ(p+s−1)) = 0 is the necessary condition for θ(p+s) = arg maxθ S(θ;θ(p+s−1))
given that S(θ;θ′) is twice differentiable by definition.

Furthermore, Definition 1 (2) indicates that ∇20S(θ
(p+s)
0 ;θ(p+s−1)) is negative definite, i.e..

−∇20S(θ
(p+s)
0 ;θ(p+s−1)) is positive definite. Therefore, let I be an identity matrix, ∃λ > 0 such

that −∇20S(θ
(p+s)
0 ;θ(p+s−1)) > λI, i.e. ∇20S(θ

(p+s)
0 ;θ(p+s−1)) + λI is positive definite.

Then Eq.(14) can be rewritten as

S(θ(p+s);θ(p+s−1))−S(θ(p+s−1);θ(p+s−1)) > λ(θ(p+s−1)−θ(p+s))′(θ(p+s−1)−θ(p+s)),∀s ≥ 1 (15)

Combining Eq.(12) , Eq.(13), Eq.(14) and Eq.(15), we have

λ

r∑
s=1

(θ(p+s−1) − θ(p+s))′(θ(p+s−1) − θ(p+s))

<

r∑
s=1

S(θ(p+s);θ(p+s−1))− S(θ(p+s−1);θ(p+s−1))

< δ

(16)

for all p ≥ p(δ) and all r ≥ 1, which proves θ(k) converges to some θ∗ in the closure ofRp.

(2) Since θ(k), k = 0, 1, 2, ... converges to θ∗,

θ∗ = arg maxS(θ,θ∗)

Then by Corollary 1,
L(θ∗) = ∇10S(θ∗;θ∗) = 0

Similarly, ∇20S(θ∗;θ∗) is negative definite. Q.E.D

A.2 Proof of Theorem 2

We show that S(θ;θ(k)) is a minorization of L(θ(k)) at θ(k) for maximization by checking the three
requirements in Definition 1.

(1) S(θ;θ(k)) ≤ L(θ(k))
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We start from a representative consumer i. Recall that ψit = xitβ + ξiq(t). Then, in the case
of multinomial logit,

l(ψit;yit) =
∏
j

( exp(ψijt)

1 +
∑

k 6=j exp(ψikt)

)yijt

hj(ψit;yit) =
∂ log l(ψit;yit)

∂ψijt

= yijt − pijt

hjk(ψit;yit) =
∂2 log l(ψit;yit)

∂ψijt∂ψikt

=

{
−pijk(1− pikt), j = k

pijtpikt, j 6= k

The Taylor expansion of log l(ψit) at ψ̃it is ,

log l(ψit;yit) = log l(ψ̃it;yit)+(ψit−ψ̃it)
′∇ log l(ψ̃it;yit)+

1

2
(ψit−ψ̃it)

′∇2 log l(ψ∗it;yit)(ψit−ψ̃it)

(17)

Given that

∇2 log l(ψ∗it;yit) =


h11(ψ∗it;yit) h12(ψ∗it;yit) ... h1J(ψ∗it;yit)
h21(ψ∗it;yit) h22(ψ∗it;yit) ... h2J(ψ∗it;yit)

...
...

...
hJ1(ψ∗it) hJ2(ψ∗it;yit) ... hJJ(ψ∗it;yit)



=


−p1(1− p1) p1p2 ... p1pJ

p2p1 −p2(1− p2) ... p2pJ
...

...
...

pJp1 p1p2 ... −pJ(1− pJ)

 ,
(18)

we have ∇2 log l(ψ∗it;yit) ≥ −I, i.e. ∇2 log l(ψ∗it;yit) + I is semi-positive definite matrix.

Therefore,

log l(ψit;yit) ≥ log l(ψ̃it;yit) + (ψit − ψ̃it)
′∇ log l(ψ̃it;yit)−

1

2
(ψit − ψ̃it)

′(ψit − ψ̃it)

= log l(ψ̃it;yit)− (ψ̃it −ψit)
′∇ log l(ψ̃it;yit)−

1

2
(ψ̃it −ψit)

′(ψ̃it −ψit)

= log l(ψ̃it;yit)−
∑
j

hj(ψ̃it;yit)(ψ̃ijt − ψijt)−
1

2

∑
j

(ψ̃ijt − ψijt)
2

= log l(ψ̃it;yit) +
1

2

∑
j

hj(ψ̃it;yit)
2 − 1

2

∑
j

(ψ̃ijt + hj(ψ̃it;yit)− ψijt)
2

(19)

Recall that l(ψit;yit) is the individual log-likelihood, the log-likelihood function is its sum over

i and t. and we substitute ψit and ψ̃it in inequality (19) with xitβ + ξiq(t) and xitβ
(k) + ξ

(k)
iq(t)

respectively. It gives
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L(θ) ≥ L(θ(k))+
1

2

∑
i,j,t

hj(xitβ
(k)+ξ

(k)
iq(t);yit)

2−1

2

∑
i,j,t

(xitβ
(k)+ξ

(k)
iq(t)+hj(xitβ

(k)+ξ
(k)
iq(t);yit)−xitβ−ξiq(t))2

(20)

where the RHS of the above inequality as S(θ;θ(k)).

(2) S(θ(k);θ(k)) = L(θ(k))

By definition,

S(θ(k);θ(k)) = L(θ(k)) +
1

2

∑
i,j,t

hj(xitβ
(k) + ξ

(k)
iq(t);yit)

2−

1

2

∑
i,j,t

(xitβ
(k) + ξ

(k)
iq(t) + hj(xitβ

(k) + ξ
(k)
iq(t);yit)− xitβ

(k) − ξ(k)iq(t))
2

= L(θ(k)) +
1

2

∑
i,j,t

hj(xitβ
(k) + ξ

(k)
iq(t);yit)

2 − 1

2

∑
i,j,t

hj(xitβ
(k) + ξ

(k)
iq(t);yit)

2

= L(θ(k))

(3) ∇20S(θ;θ(k)) exists, and ∇20S(θ(k+1);θ(k)) is negative definite

To ease notation, we consider ξiq(t) as coefficients on indicator variables, combine these indicator

variables with xit and denote the combined vector as zijt. Then by the definition of S(θ;θ(k)) in
Eq.(20),

∇20S(θ;θ(k)) = −2Z ′Z, ∀θ

where Z is the matrix with zijt, ∀i, j, t stacked by rows.

Q.E.D

Appendix B Computing Standard Errors

We rewrite the likelihood function as l(xitβ + ξiq(i,t);yit) = l(ψit(θ);yit). For each household i
and each trip t,

∂ log l(ψit(θ);yit)

∂θ
=

∂ log l(ψit(θ);yit)

∂ψit

× ∂ψit

∂θ

= (yit − pit)′ ×
∂ψit

∂θ

(21)

where
∂ψit

∂θ
is a J × (J + J × I ×Q) matrix.

Let diagJ(a) be a J × J matrix with diagonal elements as a and off-diagonal elements as 0,

[
∂ψit

∂θ

]
.;1:J

=
∂ψit

∂β
= diagJ(xit)[

∂ψit

∂θ

]
.;J×i+1:J

=
∂ψit

∂ξiq(i,t)
= diagJ(1)
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while the other elements are zero because ξhq(h,t) is not in l(ψit(θ);yit) if h 6= i.

Therefore, Eq.( 21) can be rewritten as:

((yi1t − pi1t)xit, · · · , (yiJt − piJt)xit, 0, · · · , 0, yi1t − pi1t, · · · , yiJt − piJt, 0, · · · , 0)

Then
∂2 log l(ψit(θ);yit)

∂θ∂θ′
matrix can be written as



Hψit
x2it, 0, · · · , 0 Hψit

xit 0, · · · , 0
0 0, · · · , 0 0 0, · · · , 0
...

...
...

...
...

...
...

...
0 0, · · · , 0 0 0, · · · , 0

Hψit
xit 0, · · · , 0 Hψit

0, · · · , 0
0 0, · · · , 0 0 0, · · · , 0
...

...
...

...
...

...
...

...
0 0, · · · , 0 0 0, · · · , 0


where Hψit

is as defined in Eq.(18)

And then the Hessian matrix is
1

I × T
∑

i,t

∂2 log l(ψit(θ);yit)

∂θ∂θ′
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