Formal Methods for Automatic Deployment of
Robotic Teams
Xu Chu Ding, Marius Kloetzer, Yushan Chen, and Calin Belta

I NTRODUCTION
A major goal in robot motion planning and control is to be
able to specify a task in a high-level, expressive language and
have the robot(s) automatically convert the specification into
a set of low level primitives, such as feedback controllers and
communication protocols, to accomplish the task. The robots
can vary from manipulator arms used in manufacturing or
surgery, to autonomous vehicles used in search and rescue or
in planetary exploration, and to smart wheelchairs for disabled
people. They are subject to mechanical constraints (e.g., a carlike robot cannot move sideways, an airplane cannot stop in
place) and have limited computation, sensing, and communication capabilities. The environments can be cluttered with
possibly moving and shape changing obstacles and can contain
dynamic (moving, appearing, or disappearing) targets. One
of the major challenges in this area is the development of
a computationally efficient framework accommodating both
the robot constraints and the complexity of the environment,
while at the same time allowing for a large spectrum of task
specifications.
In traditional motion planning problems [17], [18], task
specifications are given simply as “go from A to B while
avoiding obstacles”, where A and B are two configurations
or regions of interest in the robot workspace. However, a
large number of robotic applications require more expressive
specification languages, which allow for logical and temporal
statements about the satisfaction of properties of interest. For
example, in a military application, an autonomous ground
vehicle might be required to reach one of two possible targets
T1 and T2 , after picking up a load that can be found at L, and
making sure that an unsafe region U is not reached unless
its weapon was previously serviced at region S. In a persistent
surveillance application, an aircraft might have to continuously
collect images of two areas A1 and A2 , and upload them to a
base B, such that the time between any two collections does
not exceed a certain value. Finally, in the miniature Robotic
Urban-Like Environment (RULE) shown in Fig. 1, a robot
might be required to eventually park in an available parking
space, and get there by using road R1 or road R2 , without
crossing the jammed intersection I3 , and while obeying all
the traffic rules. Such “rich” specifications cannot be trivially
converted to a sequence of “go from A to B” primitives.
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When several robots are available, the task specification
and deployment problem is even more challenging. Assume,
for example, that several service requests occur at different
locations in the miniature city from Fig. 1, and they need to
be serviced subject to some temporal and logical constraints.
Some of these requests can be serviced by one (possibly
specific) robot, while others require the collaboration of two or
more (possibly specific) robots. For example, assume that the
task is to assemble a piece of machinery from two components
that can be found at P1 and P2 . The assembly requires the
cooperation of two robots and needs to be performed at P3
or P4 . In addition, the collection of the components needs
to be performed in parallel. In this article, we discuss the
problem of generating provably-correct individual control and
communication strategies from such rich, global specifications.
Recent works [12], [13], [16], [20], [24], [26] suggest that
temporal logics, such as Linear Temporal Logic (LTL) and
Computation Tree Logic (CTL) [6], can be used as “rich”
specification languages in mobile robotics. Such temporal
logics are particular cases on modal logics, which were
initially developed by philosophers to capture propositional
truth values that change in different worlds, and, in particular,
at different times. The main application of temporal logics
is, however, in computer science, where they are customarily
used to specify correctness properties of computer programs
and digital circuits. The most used such properties are safety,
which states that something bad (e.g., deadlock) never happens, and liveness, which expresses that something good (e.g.,
servicing a request) eventually happens. In the well established
area of formal verification (or model checking), the goal is
to develop computationally efficient algorithms to check such
properties against mathematical models of computer programs
and digital circuits. While the existing off-the-shelf model
checking tools (such as NuSMV [5] and SPIN [10]) can handle
very large problems, they are all based on a fundamental
property of the analyzed systems: the number of states is finite
(e.g., even for a large computer program, there is only a finite
number of values for the program counter).
The moving robots that we consider in this article are
modeled as systems of controlled differential equations. For
example, a Khepera robot shown in Fig. 1 can be modeled
as a unicycle, whose state is composed of the x-y position
of its center and its orientation, and which can be controlled
by its translational and rotational velocity. To use formal
languages and model checking techniques for such problems,
a fundamental challenge is to construct finite models that accurately capture the robot motion and control capabilities. Most
current approaches are based on the notion of abstraction [1].
Enabled by recent developments in hierarchical abstractions
of dynamical systems [3], [7]–[9], [13], it is now possible

Fig. 1. Robotic Urban-Like Environment (RULE). Left: Khepera III car-like robots move autonomously on streets while staying in their lanes, obeying traffic
rules, and avoiding collisions. The blue spots represent parking spaces. Right: A robot waiting at a traffic light.

to model the motions of several types of robots, including
the above mentioned unicycle, as a finite transition system
over a cell-based decomposition of the environment. By using
equivalence relations such as simulations and bisimulations
[22], the motion planning and control problem can be reduced
to a model checking or formal synthesis problem for a finite
transition system, for which several techniques are readily
available.
Some recent works suggest that such single-robot techniques can be extended to multi-robot systems through the use
of parallel composition [14], [24] or reactive games [15]. However, such bottom-up approaches are expensive and can lead to
state-space explosion even for relatively simple problems. As
a result, one of the main challenges in the area of motion
planning and control of distributed teams based on formal
verification is to create provably-correct, top-down approaches
in which a global, “rich” specification can be decomposed
into local (individual) specifications, which can then be used
to automatically synthesize robot control and communication
strategies. In such a framework, the construction of the parallel
composition of the individual motions is not necessary, and
therefore the state-space explosion problem is avoided.
In this article, we first describe a bottom-up approach that
was developed in [14]. We show that control and communication strategies can be automatically generated through a
simple adaptation of existing LTL model checking algorithms.
While rich specifications given as arbitrary LTL formulas over
regions of interest can be accommodated, the method is very
expensive, both in terms of the amount of off-line computation
and the necessary communication during deployment. We then
present a distributed top-down approach, which is inspired
from the area of distributed formal synthesis [23], and which
was developed in [4]. The specification language is restricted
to Regular Expressions (RE) over a set of requests occurring
at different places in the environment. Our approach, which
is based on decomposing a “global” specification (a task for
the entire team) into “local” specifications (tasks for individual
robots), is able to guarantee correctness without parallel composition of the individual motions. Both methods are quite
general and can be used in conjunction with cell-based decomposition motion planning techniques as mentioned above.

We illustrate the computational frameworks with simulations
and experiments in Khepera-based platforms, one of which is
the Robotic Urban-Like Environment (RULE) shown in Fig.
1 (also see our web site http://hyness.bu.edu/RULE.html).
S PECIFICATION LANGUAGES
In our view, a formal specification language for robot motion should be natural (close to human language), expressive
(allow for the specification of a large class of tasks), and computationally feasible (the algorithms for analysis and controller
synthesis from its specifications should have manageable complexity). Drawing inspiration from formal analysis, candidates
for such specification languages include Regular Expressions
(RE), µ-calculus, and formulas of temporal logics, such as
Linear Temporal Logic (LTL), Computational Tree Logic
(CTL), and CTL* (see [6], [11] for detailed descriptions).
In this article, we first focus on specifications given as LTL
formulas. Some groups also recommended the use of CTL as
a specification language for multi-robot systems [24]. While
CTL model checking is cheaper than LTL model checking,
there are three main problems with its use in robotics. First,
it has been proven in [21] that the translation from natural
language to CTL formulas is prone to errors. Second, some
useful robotic missions, such as surveillance, cannot be expressed in CTL. Finally, since the language satisfying an LTL
formula can be generated by a Büchi automaton, which can
be constructed using off-the-shelf tools, LTL is more suited
to formal synthesis than CTL. µ-calculus is strictly more
expressive than LTL, and has been used to express robotic
tasks [12]. However, due to its unnatural semantics, µ-calculus
formulae are difficult for a human to specify and understand.
An LTL formula is specified with respect to a set of
propositions Π, which in the contexts of task specifications
correspond to regions of interest in the environment or properties assigned to these regions. Informally, an LTL formula
is built up from the set Π, standard Boolean operators ¬
(negation), ∨ (disjunction), ∧ (conjunction), ⇒ (implication),
⇔ (equivalence), and temporal operators
(next), U (until),
3 (eventually), 2 (always). An LTL formula is evaluated over
infinite sequences of symbols (such a sequence is called a
“word”), where each symbol is a subset of Π.

By interconnecting Boolean and temporal operators, we can
specify a wide variety of robot tasks, such as sequence of
goals: “First visit region π1 , and then π2 ” (3(π1 ∧ 3π2 ));
coverage: “Visit region π3 and region π4 , regardless of order”
(3π3 ∧ 3π4 ); and surveillance: “Visit region π1 and then
π2 , infinitely many times” (23(π1 ∧ 3π2 )). We can also
chain together multiple formulas, e.g., “achieve task φ while
always avoiding region π4 (2¬π4 ∧φ ). Some of these formulas
may require a team effort as they cannot be achieved by a
single robot, e.g., “visit regions π1 and π2 at the same time”
(3(π1 ∧ π2 )).
Motivated by recent results in the nascent area of formal
synthesis [23], we also consider robotic task specifications
given as REs over properties satisfied at the regions of
some partitioned environment. An RE is evaluated over finite
sequences (instead of infinite sequences in the LTL case) of
symbols from a set Π (the set of properties). Informally, an RE
over Π is built from the set Π and three standard operators:
alternation (denoted by +), concatenation (denoted by ·, but is
usually omitted), and Kleene star (denoted by ∗ ). Expression
π1 + π2 means that either property π1 or π2 can be satisfied;
π1 π2 means that π2 is satisfied after π1 ; and π1∗ means that
π1 can be satisfied a finite (or zero) number of times. For
example, consider a task in an urban environment: First gather
two pieces of data in arbitrary order, one can be gathered at
locations labeled by π1 and the other at locations labeled by π2 ,
and then fuse and transmit the data at one of the transmission
stations labeled by π3 . This task specification can be written
as an RE: (π1 π2 + π2 π1 )π3 . For each RE, there exists a Finite
State Automaton (FSA) (see e.g., [11]) that accepts all and
only the words satisfying the RE. As for LTL formulas, there
exist off-the-shelf tools for the construction of such automata.
A BSTRACTION
In this article, we assume that the dynamics of the individual
robots are described by differential equations ẋi = fi (xi , ui ), i =
1, . . . , n, where xi is the state of the i-th robot and ui is its
control. For example, for the Khepera III robots we use in our
experiments, and which can be modeled as unicycles, the state
is composed of position and orientation in the plane, and the
control consists of translational and rotational velocities, which
can be immediately mapped to speeds of the two wheels.
As already stated, in order to use formal verification techniques that allow for rich specification languages, we need to
develop finite models of robot motion through a process called
abstraction. To begin this process, we observe that common
task specifications are given with respect to regions of the
environment or properties associated with these regions. The
environment can then be geometrically partitioned based on
these regions of interest. Such a discretization of the environment allows us to control robots with realistic continuous
dynamics using finite models of robot motion (i.e., finite
transition systems), by employing results on the constructions
of finite quotients for continuous and hybrid systems [9], [13].
The key idea is to establish a certain notion of “equivalence”
between an infinite control system (ẋi = fi (xi , ui )) describing
the motion of a robot in a partitioned environment and a finite
transition system Ti describing the motion of a robot between
vertices of a graph. This notion of equivalence allows us to

solve the original problem with finite transition systems, while
guaranteeing the correctness of the solution for the original
continuous robot dynamics. It also drastically reduces the
computational complexity required to solve the problem.
The graph on which the transition system evolves is the
partition quotient of the environment, i.e., the vertices of
this graph label regions defined by the partition and the
edges correspond to adjacency relations. A transition system
Ti = (V, v0i , →i ) is a finite state system with states V (the set of
vertices of the environmental quotient graph), an initial state
v0i (starting region), and transitions →i in between adjacent
vertices. The transitions →i of each Ti capture the motion
capabilities of robot i.
If a controller can be designed to drive the robot from any
point within a region v to exit through a desired facet and
enter an adjacent region v0 in finite time, then we allow the
transition v →i v0 in the corresponding transition system. Thus,
there is a one-on-one correspondence between a transition in
→i and a motion primitive in the form of a state feedback
0
controller uiv,v (xi ). Moreover, at a region v, we can choose
any of its available transitions, by implementing the corresponding motion primitive. Therefore, the transition system Ti
0
is deterministic. We usually omit the motion primitive uv,v
i (xi )
since it is captured by the transition v →i v0 .
For popular partition schemes including simplicial [7], [9],
rectangular [8] and polyhedral [2], [13], [19], [26] decompositions1 , continuous feedback controllers that drive a robot
from any point inside a region to a desired facet have been
developed for linear, piecewise-affine, and non-holonomic
(unicycle) dynamical models. Moreover, these feedback controllers can often be designed with computationally efficient
procedures using only polyhedral operations. Similar procedures can be used to design controllers so that a region v is
an invariant for the trajectories of the continuous system (i.e.,
a robot is controlled to stay inside region v). In this case the
controller corresponds to the transition v →i v.
Once such a transition system Ti is constructed, we can see
that it is equivalent to the continuous control system in this
sense: Following a sequence of transitions on Ti is equivalent
to moving through the sequence of corresponding regions using the motion primitive paired with each transition. In fact, the
transition system Ti and the continuous system can be formally
related by either “simulation” or “bisimulation” relations [22],
which are strong notions of equivalence between two systems.
We use a sequence of transitions to control a robot modeled
as a finite deterministic transition system. A sequence of
transitions on a transition system can always be executed by
implementing the lower level motion primitive corresponding
to each transition. Thus, this robot control strategy is hybrid
in nature (the robot uses a different continuous controller
depending on its current transition).
As an example, consider deploying Khepera robots modeled
by unicycle dynamics in a 2-D rectangular environment with
polygonal regions {π1 , π2 , π3 , π4 } of interest (see Fig. 2). A
polygonal partition of the environment can be quickly and
efficiently constructed. A set of affine vector fields can be
1 Such partitions can only be performed if regions of interest are polyhedral, which we assume here. This is not a strong limitation since regions of
any shape can be bounded by polytopes with arbitrarily close approximations.
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Fig. 2. Abstracting robot motions to finite transition systems. Left: Khepera robots to be deployed in a rectangular environment with 4 polygonal regions
of interest. Middle: Polygonal partition of the environment, with a Khepera robot starting at the top-left region. Right: Vector fields are computed for each
region in the partition to generate the motion primitives during the abstraction process. As an example, region v (corresponding to a region of interest π2 )
v,v
v,v
with adjacent regions v1 and v2 are zoomed in. Motion primitives ui 1 and ui 2 are obtained from the vector fields shown inside region v. In addition, motion
v1 ,v1
primitive ui
is obtained from the invariance vector field shown inside region v1 . They are mapped to transitions v →i v1 , v →i v2 and v1 →i v1 on the finite
transition system Ti modeling this robot in the environment.

computed for each region as described in [2], such that the
region becomes an invariant or one of the facets becomes
an exit facet. To generate velocities for the robot wheels, we
solve an input-output regulation problem as proposed in [7].
This procedure generates an appropriate feedback controller
corresponding to each region and its adjacent regions, which
completes the abstraction process. In the end, we are left with
one finite transition system Ti for each robot in the team. Note
that, since the environment is partitioned according to some
regions of interest, we can directly identify and label states
of Ti corresponding to these regions2 (an example of such
labelling is shown in Fig. 2).
B OTTOM - UP A PPROACH
The abstraction technique described above can be extended
to a multi-agent team by constructing the parallel composition
of the individual transition systems. Such a parallel composition can completely capture the motion and behavior of
the team. This leads to a bottom-up approach to solve our
proposed problem, where we first capture all possible behaviors of the team by constructing the (much larger) parallel
composition transition system. Using this parallel composition
we can then find a deployment strategy for the team that
satisfies the task specification in the form of an LTL formula.
Parallel Composition of Individual Agents
The parallel composition of a set of transition systems Ti
is itself a transition system, which we will denote by Tg =
(Vg , v0g , →g ), where Vg = V × V . . . × V is its set of states,
v0g = (v01 , v02 , . . . , v0n ) is the initial state, and →g is its set
of transitions defined as (v1 , v2 , . . . , vn ) →g (v01 , v02 , . . . , v0n ) if
and only if vi →i v0i for all i. Similar to individual transition
systems, we label each state (v1 , v2 , . . . , vn ) with the regions of
interest satisfied at that state. This is done by simply taking the
union of all regions of interest satisfied by individual robots.
2 It is possible to have multiple states of T corresponding to the same
i
region of interest. Imagine an environment with a non-convex polygonal
region of interest π1 . An effective way to deal with this region is to divide
it into convex polygons. In this case, all the states corresponding to these
convex polygons will be labelled by π1 .

Finding a Solution and Deployment
A motion of the team satisfying a task specification given as
an LTL formula φ is a sequence of transitions (run) on Tg that
produces a word satisfying φ . Such a run can be easily found
using LTL model checking tools. Checking whether all the
words of a transition system satisfy an LTL formula φ over its
set of propositions is called LTL model checking [6]. Central
to the LTL model checking problem is the construction of a
Büchi automaton that accepts all and only words satisfying
φ . The product between the transition system and the Büchi
automaton accepts all and only the runs of the transition
system whose words satisfy φ . An off-the-shelf model checker,
such as NuSMV [5] and SPIN [10] takes as input a transition
system and an LTL formula, and produces a counter example
(a violating run) if one exists.
To find a motion of the team, we need to find a run of
Tg producing a word that satisfies φ . This can be achieved
by feeding Tg and the negation of φ into a model checker.
If a run satisfying the formula from the initial state exists,
then it will be returned as a counter example by the model
checker. However, if we use an off-the-shelf model checker,
we do not have any control over the structure of the returned
run, e.g., it can be very long. For this reason, we used an inhouse LTL model checker [13] that allows for the construction
of all the satisfying runs. Note that we can always choose a
satisfying run in the form of a finite prefix sequence followed
by infinitely many repetitions of a finite suffix sequence (thus,
the memory required to store such a run is always finite). With
the in-house model checker, we can choose a satisfying run
that is optimal with respect to, e.g., the travelled distance of
the prefix and the suffix sequences.
Once a satisfying run of Tg is obtained, it can
be directly used to deploy the team in a distributed
fashion. Suppose that a satisfying run of Tg is
(v1 (0), v2 (0), . . . , vn (0))(v1 (1), v2 (1), . . . , vn (1)) . . ..
This
can be deployed by controlling each robot i to execute the
sequence of transitions vi (0) →i vi (1), vi (1) →i vi (2), and so
on (i.e., a run of Tg is projected to runs of individual robots).
From the definition of Tg , projected runs of individual robots
can always be executed using motion primitives obtained from
the abstraction process. When the team makes a transition

from one tuple to the next, the robots must synchronize
(communicate) with each other and wait until every member
finishes the previous transition. The synchronization will
occur on the boundaries of the regions when crossing from a
region to another. This control and deployment framework is
summarized in Fig. 3.
Input: Task Specification

Team Transition System
v 0 , v0

v 1 , v1

v 3 , v2

v 2 , v2

v 3 , v3

v 2 , v1

v 2 , v3

v 1 , v2

v 1 , v3

Model Checking

Satisfying run of the team

Parallel
Composition
Projection
Individual Transition
System

Individual Transition
System

v1

v0

v2

v0

v2

v3

Individual Transition
System

...

v1

T OP - DOWN A PPROACH

v1

v0

v2

v3

v3

Abstraction
Refinement
U

U

Hybrid
Controller

Y

U

Hybrid
Controller

Y

Tg is the product of the number of states of the individual
transition systems. Thus, the size of Tg grows exponentially
with respect to the number of agents in the team (if individual
transition systems are identical). For mission scenarios with
an expansive environment, the transition systems for robots
might be large, which may lead to a state space explosion
in Tg . For the example shown in Fig. 4, if we increase the
number of robots from 2 to 3, the number of states of Tg grows
from 900 to 27000. As a result, the time to find a satisfying
run increases from 10 seconds to 3 hours for a quad-core
computer with 2GHz processors. However, we have shown in
[14] that this computational complexity can be reduced when
the robots are identical by using bisimulation quotients. For
our simulation example, the bisimulation quotient reduces the
number of states roughly by a factor of 2 for both the 2-robots
and 3-robots cases.
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Fig. 3. Bottom-up control and deployment framework. A hybrid controller
for each robot, along with a finite transition system capturing its motion in the
environment, are obtained from the environment-driven abstraction process.
The team transition system is then constructed from the parallel composition
of the individual robots. Using a model checking tool and the given task
specification, we generate a satisfying run of the team, which is then projected
back to runs of individual robots. Finally, these runs are executed by the hybrid
controllers of the individual robots in a synchronous fashion.

To illustrate this method, we present simulation results
showing the automatic deployment of two identical unicycle
robots in an environment with 4 regions of interest as in
Figure 4 top-left. We consider a task specification given as
the following LTL formula:
φ = ¬π4 ∧ 3(π1 ∧ 3π2 ) ∧ (π1 ⇔ π3 ).
This formula requires the black region (π4 ) to be always
avoided, the red (π1 ) and the green (π2 ) regions to be visited infinitely often, and the blue region (π3 ) to be visited
only when π1 is visited at the same time. Snapshots of the
simulation are shown in Fig. 4, and the movie is available
at http://hyness.bu.edu/∼software/LTL-examples.htm. We have
also used the framework on an experimental test-bed with
Khepera III robots, the detail of which can be found in the
above URL link.
Computational Complexity
The main computation complexity of this approach stems
from constructing the parallel composition and finding a satisfying run. The number of states of the team transition system

The main limitation of the bottom-up approach presented
above is the state space explosion problem due to the parallel
composition of the individual transition systems. In this section, we show that, if we restrict the specifications to Regular
Expressions, we can draw inspiration from the emergent area
of distributed formal synthesis [23] to develop a top-down
approach that does not require parallel composition. The main
idea is to decompose (or project) a team task specification
into “local” specifications for the individual robots. The robots
then generate control strategies on their own and execute the
mission in a distributed fashion.
Specifying Tasks over Requests
To fully utilize the power of RE and to make writing task
formulas easier for an urban environment where we apply
our approach, we use a slightly different set-up than the one
presented in the previous section. We assume that there are
requests (or actions to be performed) occurring at regions of
interest in the environment, and the mission tasks are given as
REs over these requests.
Let Σ denote the set of all requests that can occur in the
environment. To capture the capabilities of robots to service
requests and the task cooperation requirements (for example,
a request occurring at a given location may require multiple
robots to be at the location at the same time), we use the
notion of distribution. Let Σi ⊆ Σ be the set of requests that
can be serviced by robot i. We assume ∪ni=1 Σi = Σ (i.e., all
requests can be serviced by some robot in the team). The
set {Σ1 , . . . , Σn } is called a “distribution”. If σ ∈ Σi , then we
say that robot i “owns” request σ . If a request is owned by
only one robot, then it can (and should) service the request
by itself, independent of the other robots. Such a request is
called an “independent request”. Robot i is said to service an
independent request if it visits a region in the environment
where the request occurs. If a request is owned by multiple
robots, then all agents that own the request must cooperate
and service it simultaneously (i.e., they need to be at states
where the request occurs at the same time). These requests
are called “shared requests”.

Fig. 4. Deployment of two unicycle robots in a rectangular environment containing 4 regions of interest. Left to right and top to bottom: the first figure
shows the environment, a triangular partition of this environment, and the initial positions of robots. In the second figure, the red robot stops and waits for
blue robot, which shows that robots synchronize with each other when making transitions. The next five figures present different configurations reached during
movement: the red and green regions are repeatedly visited, and whenever the red region is entered, the blue one is also visited. The last figure shows the
trajectories of the two robots.

Control and Communication Strategy for the Team

Checking if a Task Specification is Distributable

In this top-down approach, a control and communication
strategy for a team of robots requires more information than
the runs of the individual agents, since at each state of its
transition system a robot must choose which request (if any)
should be serviced. To accommodate this, we use a so-called
Motion and Service (MS) plan to control individual robots.
An MS plan is similar to a run on a transition system,
except that the request to be serviced at a state is inserted
immediately after the corresponding state. For example, an
MS plan vi (0)vi (1)σ1 vi (2)vi (3)σ2 vi (3)σ3 means that request
σ1 is serviced after state vi (1) is reached, and σ2 is serviced
after vi (3) is reached, followed by request σ3 , and no request
is serviced after states vi (0) and vi (2) are reached. If the MS
plans of several robots contain a shared request, then they
synchronize (communicate) when this request is to be serviced
(all robots owning a shared request wait until all others reach
a region where the request occurs, and then service the request
together). Otherwise, no synchronization or communication is
necessary to deploy the team with this control strategy.
Given a set of MS plans for the robot team, there may
exist many possible sequences of requests serviced by the
team due to parallel executions of individual agents. For
example, one agent may service request σ1 and the other agent
may service request σ2 , both independently. Since there is
no synchronization, the sequence of requests serviced by the
team can be either σ1 σ2 or σ2 σ1 . Furthermore, distributed
deployment may cause deadlock for some robots servicing a
shared request. For example, if σ is a shared request, and it
does not appear in the MS plan of one of the agents who owns
σ (this may happen if the MS plan is designed incorrectly)
but it appears in the MS plans of some other agents, then
these agents will be stuck and wait indefinitely. When such a
deadlock scenario occurs, the behavior of the team does not
satisfy the specification. Therefore, a major challenge of this
framework is to ensure that all possible sequences of requests
serviced by the team satisfy the task specification, and no
deadlock is reached.

Given a sequence of requests (a word w) and the distribution
{Σ1 , . . . , Σn }, which characterizes the ownership of requests
by the robots, we can precisely determine the sequence of
requests required to be serviced by robot i by “projecting”
w onto Σi . Projecting a word w onto a subset Σi ⊆ Σ means
removing all symbols in w that do not belong to Σi . Such a
projection operation will be denoted as w Σi . For example,
assume that there are two robots and three requests σ1 , σ2
and σ3 with the distribution: Σ1 = {σ1 , σ3 } and Σ2 = {σ2 , σ3 }
(i.e., σ1 and σ2 are independent requests and σ3 is shared). If
w = σ3 σ1 σ2 σ3 , then w Σ1 = σ3 σ1 σ3 , and w Σ2 = σ3 σ2 σ3 .
Note that different words can produce exactly the same set
of projections. In the previous example, the word σ3 σ2 σ1 σ3
would produce the same projections as w. If a number of
words produce the same projections, then they are called traceequivalent. If each robot i is required to service a word wi ,
in order to guarantee the correctness of the team behavior,
we have to ensure that all the words that can generate the
projections {w1 , . . . , wn } satisfy the specification. For a task
specification given as an RE φ over Σ, we showed that this
condition is satisfied if the set of all words satisfying φ
is trace-closed [4]. In this case, we can find a top-down
distributed solution to the deployment problem if any of its
satisfying words (sequences of requests) can be implemented
by the team of robots.
Using the previous example with the same distribution, the
specification σ3 σ1 σ2 σ3 + σ3 σ2 σ1 σ3 is trace-closed (since all
of its satisfying words, σ3 σ1 σ2 σ3 and σ3 σ2 σ1 σ3 , are traceequivalent). On the other hand, specification σ3 σ1 σ2 σ3 by
itself is not trace-closed since the word σ3 σ2 σ1 σ3 violates the
formula but generates the same trace. This is intuitive, since
σ1 and σ2 are independent and can be executed in any order.
This specification can not be distributed, since an execution
in the “wrong” order (e.g., robot 2 services σ2 before robot 1
services σ1 ) violates the formula.
Given an RE φ over Σ and a distribution {Σ1 , . . . , Σn },
checking for trace-closedness can be done quickly, as the

operation is linear in the number of states of the Finite State
Automaton (FSA) accepting the words satisfying φ . Such an
algorithm can be found in [25].

Input: Task Specification
Check if the task is
distributable

Yes

Finding Individual Motion and Service Plans
Not all distributable task specifications can be executed by
the team due to the robots’ individual motion constraints modeled by the transitions of Ti . To deal with this, we first obtain
an implementable local FSA for each robot i, which captures
all the words that can be projections of words satisfying φ and
can be implemented by robot i. The construction of this FSA
requires the individual transition systems Ti , but since it only
captures satisfying words and not the environment, the size of
this FSA is small. We then obtain an implementable FSA for
the team, which contains all possible satisfying words of φ
that can be implemented by the team. It is obtained by taking
the synchronous product among the individual implementable
FSAs. This product is similar to the parallel composition, but
for automata instead of transition systems.
The implementable team FSA, however, may contain words
that violate φ . By taking the synchronous product between
the implementable team FSA and the FSA corresponding
to the specification φ , we get the exact set of words that
satisfy φ and can be executed by the team. We then choose
a satisfying word w from this product by a simple graph
search. To decompose w into local specifications, we construct
the projections w Σi , which are then used to generate a MS
plan for each robot. For each robot i, this MS plan can
be generated by finding a run on Ti that services the local
specification w Σi , and sequentially inserting each request in
wΣi after its corresponding state. From the construction of the
implementable FSA, such an MS plan is guaranteed to exist
and executable. Because the initial task φ is distributable (i.e.,
trace-closed), all possible sequences of requests serviced by
the team satisfy the specification. Moreover, no deadlock can
occur when executing the MS plans, since by construction,
the synchronous product of the local specifications w Σi
contains at least one word satisfying φ . Therefore, this solution
is provably correct. An algorithm following the procedure
described above that automatically generates a solution (if one
exists) for any distributable tasks can be found in [4]. This
control and deployment framework is summarized in Fig. 5.
Automatic Deployment in the RULE Platform
In this section, we show how the computational framework
described above can be used to deploy a team of robots from
a rich specification about servicing requests occurring in a
miniature city. Our Robotic Urban-Like Environment (RULE)
shown in Fig. 6 is a collection of roads, intersections, and
parking lots, which are connected following a simple set of
rules (e.g., a road connects two intersections, the parking lots
can only be located on the side of a road). We assume that
each road has two lanes and each lane is one-way. A desktop
computer is used to remotely control the traffic lights through
XBee wireless boards. Each parking lot consists of several
parking spaces, where each parking space can accommodate
exactly one robot. The city is easily reconfigurable through
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Fig. 5. Top-down control and deployment framework. If the task specification
is distributable, then robot abstractions are constructed similarly with the
bottom-up approach. The individual transition systems are used to generate an
implementable team FSA that captures all the satisfying and implementable
team words. Such a word is projected to the individual robots as local
specifications. A valid control strategy in the form of a MS plan is finally
obtained for each robot. During deployment, the robots execute their MS plans
in a distributed fashion: they communicate only when cooperation is needed.

re-taping and re-placement of the wireless traffic lights in
intersections.
We use Khepera III robots for this experiment. Each robot
can sense when entering an intersection from a road, when
entering a road from an intersection, when passing in front of
a parking lot, when it is correctly parked in a parking space,
and when an obstacle is dangerously close. Each robot can
distinguish the color of a traffic light and different parking
spaces in the same parking lot. Each robot is programmed with
motion and communication primitives allowing it to safely
drive on a road, turn in an intersection, park, and communicate
with other robots. All the robots can communicate through
Wi-Fi with a desktop computer, which is used as an interface
to the user (i.e., to enter the task specification) and to perform all the computation necessary to generate the individual
deployment strategies. Once computed, these are sent to the
robots, which execute the task autonomously by interacting
with the environment and by communicating with each other,
if necessary.
The abstraction process of the RULE platform proceeds
as follows. The set of vertices V of the environment graph
is the set of labels assigned to the roads, intersections, and
parking lots (see Fig. 6 left). The edges of this graph show
how these regions are connected. We assume that inter-robot
communication is possible only when the robots are in the
same parking lot. The motion capabilities of the (identical)
robots are captured by a transition system Ti illustrated in Fig.
6 right. For example, at vertex R5r , only one motion primitive
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Fig. 6. The city for the case study. Left: the topology of the city with the road, intersection, and parking lot labels; Right: the transition systems Ti capturing
the motion capabilities of the robots, which are identical, except for the initial state (not shown), and the requests that occur in the environment (parking lots).

follow road is available, which allows the robot to drive on
the road. There is one outgoing transition from R5r , and it
reaches I1 , which is triggered by at int AND green light,
where at int is an interrupt generated when the robot reaches
the end of a road at an intersection, and green light is an
interrupt generated at the green color of the traffic light. As
another example, there are three motion primitives available
at I1 : turn right int, turn left int, and go straight int, which
allow the robot to turn right, left, or go straight through an
intersection. It can be seen that, by selecting a motion primitive
available at a vertex, the robot can correctly execute a run of
Ti , given that it is initialized on a vertex of Ti . This shows that
a MS plan can be immediately implemented by a robot.
Assume that three robots, labeled as C1 , C2 and C3 , are available for deployment in the city with the topology from Fig. 6.
Assume the set of service requests is Σ = {H1 , H2 , L1 , L2 , L3 },
where Li , i = 1, 2, 3 are “light” requests, which require only
one robot, and therefore should be serviced in parallel, while
Hi , i = 1, 2 are “heavy”, and require the cooperation of multiple
robots. The set of requests is distributed as Σ1 = {H1 , H2 , L1 },
Σ2 = {H1 , H2 , L2 } and Σ3 = {H2 , L3 }, i.e., request H2 is shared
by all robots and H1 is shared by C1 and C2 .
Consider the following specification: “First service H1 , then
either L1 or L2 , then H2 , then either L1 , L2 or L3 and then H2 ,
and finally both L1 and L3 in an arbitrary order.” Formally,
this specification translates to the following RE over Σ:
φ : H1 (L1 + L2 )H2 (L1 + L2 + L3 )H2 (L1 L3 + L3 L1 ).
Following the procedure we outlined to generate a top-down
solution, we first check if the specification is distributable (the
answer is yes). We then generate the implementable team FSA,
the local specifications and a set of MS plans for the team.
By assuming that C1 , C2 and C3 start in R4r , R5r and R1r
respectively, the MS plans for the three robots are
MS plan for C1 :
MS plan for C2 :
MS plan for C3 :

R4r I4 R5r P2 H1 R5r I1 R2l I2 R3r P5 L1 R3r I3 R3l I2 R2r
I1 R1r P1 H2 P1 H2 R1r I2 R3r P5 L1
R5r P2 H1 R5r I1 R1r P1 H2 R1r I2 R3r I3 R3l P4 L2
R3l I2 R2r I1 R1r P1 H2
R1r P1 H2 P1 H2 R1r I2 R1l P3 L3

where the requests serviced in the MS plan of each robot
are written in bold. The MS plans can be read as follows:

Robot C1 starts at R4r , then it follows the run R4r I4 R5r P2 . At
P2 it waits until robot C2 arrives at P2 , then services request
H1 together with C2 (this is because H1 is a request shared
by C1 and C2 ). After H1 is serviced, robot C1 follows the
run R5r I1 R2l I2 R3r P5 , services request L1 by itself (L1 is an
independent request owned by C1 ), and so on.
We deploy the robots and the snapshots of the deployment
are shown in Fig. 7. The movie of the deployment is available
at http://hyness.bu.edu/RULE media.html.
Computational Complexity and Remarks
The computation complexity of this top-down approach is
dictated by the size of the implementable team FSA. Since the
sizes of automata representing task specifications are much
smaller than the sizes of the transition systems representing
the robots for any practical applications, the implementable
team FSA as the synchronous product of local implementable
FSAs is generally much smaller than the parallel composition
of transition systems. Finding individual MS plans requires
finding a run of an individual transition system that satisfies
the local specification, and this computation task can be
distributed to individual robots. For the experimental example,
the computation time to generate MS plans for a team of 2 or
3 robots for all REs we have tested takes only 2-3 seconds on
a quad-core computer with 2GHz processors.
Comparing to the bottom-up approach, the top-down approach is much more scalable to a large team of agents.
Moreover, the top-down deployment strategy requires far less
synchronization (and communication cost) among the robots
than the bottom-up approach, since they communicate only
when servicing shared requests. However, while the bottomup approach is limited by its computational complexity and
scalability, the top-down approach is limited by the expressivity of RE specifications that are distributable.
C ONCLUSIONS AND F UTURE W ORK
In this article, we discussed the fundamental problem of
automatic deployment of a distributed robotic team from
a specification given in a rich and natural language. We
argued that fundamental concepts from automata theory and
formal verification are particularly relevant to this problem.

(1)

(2)

(3)

(4)

(5)

(6)

(7)
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Fig. 7. Snapshots from the deployment. The labels for the roads, intersections, and parking spaces are given in Fig. 6. (1): the position of the robots
immediately after the initial time, when C1 is on road R4r C2 is on R5r and C3 on R1r ; (2) C1 and C2 visit parking lot P2 simultaneously to service the “heavy”
request H1 ; (3) C1 services L1 ; (4) C1 , C2 and C3 service the shared request H2 simultaneously; (5) C2 services L2 ; (6) C1 , C2 and C3 service H2 again; (7)
and (8) eventually C1 and C3 reaches and stops at P5 and P3 , respectively, which means that L1 and L3 are serviced and task φ is finished.

In particular, we showed that specifications given as formulas
of Linear Temporal Logic (LTL) over regions of interest in
an environment can be automatically converted to individual
motion plans. While allowing for rich task specifications, this
bottom-up method requires the parallel composition of the
individual finite robot models. As a result, this method is
very expensive, both in the necessary off-line computation
and the required on-line communication. We then showed
that, if the specifications are restricted to Regular Expressions
over a set of service requests occurring at given locations in
an environment, then existing tools in the emerging area of
distributed formal synthesis can be used to generate control
and communication strategies. The resulting top-down method
is relatively cheap and scales nicely with the number of robots
and the size of the environment.
While these results show that such approaches are promising, there are several challenges to be addressed in the near
future. First, we think that the top-down approach presented
here can be extended for the case where the specifications are
given as distributable LTL formulas, therefore allowing for
increased expressivity. Second, it may be possible to combine
the top-down and bottom-up approach by identifying the
part of the formula that requires synchronization and parallel
composition of some robots in the team, and the other part
that is distributable. Finally, we are interested in capturing
measurement and control uncertainty by finite abstractions of
the robot motion in the form of Markov Decision Processes
(MDP) and Partially Observed Markov Decision Processes
(POMDP). The specifications will be in the form of formulas
of probabilistic temporal logics. One of the main challenges
will be to extend the existing distributed formal synthesis
algorithms to probabilistic frameworks.
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